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A B S T R A C T 

The rapid expansion of Internet of Things (IoT) technologies in healthcare has enabled continuous patient monitoring and data-driven clinical decision support. Deep learning models excel at extracting intricate patterns from high-dimensional medical data but face significant deployment challenges on resource-constrained IoT devices due to high computational and memory demands. This survey systematically analyzes four core strategies to adapt deep learning for edge based medical diagnosis: model pruning, quantization, knowledge distillation, and inherently lightweight architectures. For each approach, we dissect the underlying methodologies, evaluate the trade-offs between model efficiency and predictive performance, and present relevant medical case studies. We further review deployment frameworks (e.g., TensorFlow Lite, PyTorch Mobile, ONNX) that facilitate integration with IoT hardware. Evidence indicates that these lightweight techniques can substantially reduce model size and inference latency while preserving diagnostic accuracy, enabling real-time AI-powered healthcare in decentralized settings. Finally, we identify critical research challenges including energy-efficient optimization, privacy-aware model design, and end-to-end automation across software and hardware layers—and outline future directions to advance robust, efficient, and trustworthy edge AI in healthcare. 





1. INTRODUCTION
The rapid proliferation of Internet of Things (IoT) technologies is fundamentally transforming healthcare delivery paradigms. From wearable biosensors and smart implants to connected medical devices, the IoT ecosystem generates unprecedente volumes of real-time physiological data, enabling continuous patient monitoring, early disease detection, and personalized treatment strategies [1, 2]. Deep learning (DL) models have emerged as powerful tools for extracting intricate patterns from high-dimensional medical data, achieving remarkable success in tasks ranging from medical image analysis to time-series diagnostics. However, the computational and memory demands of state-of-the-art DL architectures—often comprising tens of millions of parameters and requiring billions of floating-point operations per inference—present formidable barriers to deployment on resource-constrained IoT end-devices, which typically operate under strict power, memory, and processing constraints[3, 4] This deployment gap between powerful DL models and limited IoT hardware is particularly acute in healthcare applications where real-time inference, low latency, and patient data privacy are paramount. Offloading computation to cloud servers introduces network latency, bandwidth limitations, and potential privacy vulnerabilities, undermining the promise of immediate, on-device clinical decision support. Performing inference in place, or at the edge near the device, minimizes latency and improves energy efficiency compared to offloading computation to the cloud [5–7]. Consequently, there is an urgent need for lightweight DL techniques that can maintain high diagnostic accuracy while dramatically reducing computational complexity and memory footprint, enabling efficient on-device inference across diverse healthcare IoT platforms [8]. The integration of IoT technologies has significantly transformed medical diagnostics, moving away from sporadic, facility-based assessments toward continuous, patient-centered monitoring [9, 10]. Medical diagnosis systems have traditionally depended on cloud computing facilities for handling the heavy processing demands of deep learning analysis [11, 12]. However, the healthcare industry experiences enormous revolutions with the transition of processing from central clouds to devices by IoT technology, creating an age of health monitoring on personal devices despite their having low computing power [13, 14]. 

	
Lightweight deep learning models are specifically developed to run efficiently on limited memory and processing power edge devices, allowing for faster inference and less energy usage, which are key necessities for battery-powered or intermittently powered systems [15, 16]. The latest trends have demonstrated the growing efficiency of lightweight deep learning models in practical medical diagnostic systems, especially when integrated with IoT and edge computing technologies [17]. This survey provides a comprehensive analysis of the state-of-the-art in lightweight deep learning for IoT-based medical diagnosis. We systematically examine four fundamental approaches to model compression and efficiency: (1) model pruning techniques that eliminate redundant parameters; (2) quantization methods that reduce numerical precision; (3) knowledge distillation frameworks that transfer knowledge from large teacher models to compact student networks; and (4) inherently lightweight architectural designs optimized for resource-constrained environments. For each approach, we dissect the underlying methodologies, evaluate the critical trade-offs between model efficiency and predictive performance, and highlight representative case studies across various medical domains including dermatology, oncology, pulmonology, and cardiology. Furthermore, we review deployment frameworks such as TensorFlow Lite, PyTorch Mobile, and ONNX that facilitate the integration of lightweight models with IoT hardware. Our analysis demonstrates that these lightweight techniques can achieve substantial reductions in model size (often by orders of magnitude) and inference latency while preserving diagnostic accuracy, paving the way for real-time AI-powered healthcare services in decentralized and resource-limited settings. Finally, we identify pressing research challenges and outline future directions, including energy-efficient optimization, privacy-aware model design, robustness under distribution shift, end-to-end automation across software and hardware layers, and the development of standardized benchmarks for medical edge AI. By synthesizing current advancements and highlighting open problems, this survey aims to guide researchers and practitioners toward the development of robust, efficient, and trustworthy edge AI solutions that can realize the full potential of IoT in transforming healthcare delivery. The remainder of this survey is structured as follows. Section 2 reviews the evolution of medical diagnostic systems from centralized cloud-based solutions to continuous, on-device monitoring enabled by IoT technologies. Section 3 provides an overview of common deep learning architectures used in medical diagnostics, with a comparison of their complexity and suitability. Section 4 reviews lightweight deep learning techniques tailored for resource-constrained IoT environments, covering model pruning, quantization, knowledge distillation, and Lightweight Deep Learning Models. Section 5 describes case studies demonstrating the use of these approaches in a range of medical fields, including dermatology, oncology, and pulmonology. Section 6 discusses frameworks that support lightweight model deployment on the edge. Section 7 discusses open challenges and potential future research directions. Section 8 concludes the survey by summarizing findings and identifying the potential for successful and trustworthy IoT-based medical diagnosis.
2. EVOLUTION OF MEDICAL DIAGNOSTIC SYSTEMS IN THE ERA OF IOT
The integration of the Internet of Things (IoT) into the healthcare sector has significantly transformed the landscape of medical diagnostics, moving away from sporadic, facility-based assessments toward continuous, patient-centered monitoring [9, 10]. Central to this transformation are IoT-enabled systems that employ advanced sensors and microcontrollers to continuously capture vital signs and transmit them to cloud-based platforms. This connectivity allows physicians to remotely monitor patients in real time and receive intelligent alerts when parameters deviate from normal ranges [18]. The practical impact of these systems has been demonstrated in multiple studies, showing that wearable IoT devices can reduce hospitalizations and facilitate proactive adjustments to patient care plans [19]. For example, a clinical trial focusing on heart failure patients used smart wristbands for personalized physical activity monitoring, resulting in improved exercise adherence and fewer hospital readmissions by providing real-time feedback and dynamically adjusting activity goals [20]. Together, these findings illustrate that IoT wearables not only enhance continuous monitoring but also enable timely clinical interventions, thereby improving patient outcomes [18]. Medical diagnosis systems have traditionally depended on cloud computing facilities for handling the heavy processing demands of deep learning analysis. The arrangement involves sending different types of medical data to distant servers where advanced processing is undertaken with the help of significant computing resources. Various forms of health data, ranging from full-body scans to cardiac signal recordings, are processed by these cloud computer systems remotely.  This processing requires enormous amounts of computational resources, which are typically available in large-scale cloud facilities. The nature of these tasks demands specialized hardware for efficient operation. Deep learning networks, along with some of the well-known architectures, require considerable computing power for efficient functioning. These complex networks depend to a large extent on high-performance graphics processors and large storage systems that are typically available in centralized computing infrastructure. The utilization of these highly advanced systems is one of the notable technological accomplishments in contemporary healthcare diagnostics. Infrastructure requirements of these systems remain high, yet a need to provide flawless diagnostic operations. Storage systems and processing capabilities must be of high levels to enable the smooth operation of these critical healthcare systems [11, 12]. However, recent research has highlighted several limitations of this cloud-centric approach, particularly for time-sensitive and privacy sensitive medical applications. For instance, Alajlan and Ibrahim (2022) [15] demonstrated that cloud-based models introduce significant latency and privacy risks due to data transmission, which can be critical in emergency medical scenarios. Similarly, Al-Araji et al. (2025) [16] conducted a systematic review of healthcare security in edge-fog-cloud environments and emphasized the need for moving processing closer to the data source to enhance security and reduce latency. Furthermore, Anjum et al. (2022) [17] surveyed IoT-based COVID-19 diagnosing systems and found that edge based AI models significantly outperform cloud-based models in terms of response time and bandwidth usage, making them more suitable for real-time pandemic monitoring. These studies collectively underscore the growing trend towards edge-based medical diagnosis systems that leverage lightweight deep learning models to overcome the limitations of cloud computing. The healthcare industry experiences enormous revolutions with the transition of processing from central clouds to devices by IoT technology. The revolution creates an age of health monitoring on personal devices despite their having low computing power. The process of device-based processing is a central revolution in the medical diagnostic approach. Various handheld devices, ranging from simple smart watches to sophisticated Arduino platforms, now perform tasks previously devoted to heavy-duty computers. For instance, recent studies have demonstrated the use of smartwatches for real-time arrhythmia detection, leveraging lightweight algorithms to analyze electrocardiogram (ECG) data directly on the device [21]. Similarly, research has shown the feasibility of deploying diagnostic models on low-power microcontrollers, such as Arduino, for continuous glucose monitoring and alerting, thereby enabling proactive management of chronic conditions [22]. The trend represents a major milestone in the evolutionary trajectory of healthcare technology. It becomes more and more crucial to design smaller, more efficient deep learning models to adapt to this new strategy. These smaller models must perform well enough with the limited capabilities of mobile devices. The key is to be accurate while reducing computation needs. Modern medical monitoring more and more relies on distributed processing capacity. Smarter devices locally process health data, enabling reduced dependence on faraway computer servers. This configuration improves response time while continuing to provide diagnostic savvy through advanced programming techniques [13, 14]. Moreover, the shift to edge computing not only reduces latency but also enhances data privacy and security, as sensitive health information can be processed locally without being transmitted to the cloud [23]. The lightweight deep learning models are specifically developed to run efficiently on limited memory and processing power edge devices. The models are suitable for faster inference and less energy usage by cutting down the parameters and computational complexity, two key necessities for battery-powered or intermittently powered systems. Knowledge distillation, neural network architecture design, and model compression are prime methods to achieve such efficiency. They allow for the integration of advanced AI capabilities into devices used daily, creating more engaged, tailored, and accessible healthcare solutions [15, 16]. The latest trends have demonstrated the growing efficiency of light-weight deep learning models in practical medical diagnostic systems, especially when integrated with IoT and edge computing technologies. The models are capable of processing physiological signals in real-time straightaway on devices with restricted computational resources, including portable devices and wearable devices. For example, during the COVID-19 pandemic, diagnostic platforms that used edge computing and deep learning models monitored breathing function, blood oxygen saturation, and heart rate from wearable sensors and smart masks. The platforms performed local inference to identify aberrations and triggered automatic alerts on their own, thereby supporting early intervention by physicians and reducing hospital readmission. The same paradigms have been applied to continuous monitoring of vital signs in the management of chronic diseases to facilitate more timely and wise clinical decisions. Through their elimination of centralized cloud infrastructure and inference latency reduction, lean deep learning models have become essential in providing accessible, affordable, and patient-focused healthcare solutions, particularly for remote and resource-scarce environments [17].
3. TYPICAL DEEP LEARNING ARCHITECTURES IN MEDICAL DIAGNOSTIC SYSTEMS
Deep learning has advanced rapidly during the last decade, yielding increasingly powerful models capable of solving challenging image processing tasks, including those in the medical arena. This section provides an overview of the most prominent architectures that affected the field. Table I summarizes the performance indicators, model complexity, and computational needs of these models for a clear comparison. This comparative analysis provides valuable insights into the trade-offs among accuracy, number of parameters, model size, and floating-point operations (FLOPs) across these architectures.
TABLE I. Comparative analysis of typical deep learning models
	Ref.
	Model
	Top-1 (%)
	Top-5 (%)
	Params (M)
	Size (MB)
	FLOPs (G)

	[24]
	AlexNet
	57.0
	80.3
	61
	238
	0.72

	[25]
	VGG16
	70.5
	90.0
	138
	528
	15.5

	[26]
	GoogLeNet
	72.5
	90.8
	6.9
	90
	1.6

	[27]
	ResNet-50
	75.8
	92.9
	25.6
	102
	3.8

	[28]
	EfficientNet-B7
	84.4
	97.3
	66
	256
	37

	[29]
	ViT-B/16
	77.9
	93.5
	86
	344
	17.5

	[30]
	Swin-L
	87.3
	98
	197
	790
	47


AlexNet AlexNet’s innovation, introduced by Krizhevsky et al. in 2012 [24], was the beginning of deep learning. It achieved remarkable improvement over the ImageNet Large Scale Visual Recognition Challenge (ILSVRC) 2012, with a Top-5 accuracy of 80.3 percent (19.7 percent error rate). AlexNet is comprised of eight layers: three fully connected and five convolutional layers. The Rectified Linear Unit (ReLU) activation function was introduced to boost training effectiveness and alleviate the vanishing gradient issue that previously constrained deep network optimization. Despite such enhancements, the performance of AlexNet was at the cost of high computational requirements such as 61 million parameters, model size of 238 MB, and approximately 0.72 GFLOPs per inference [31]. It took 1.2 million images to train it and consumed two NVIDIA GTX 580 GPUs for five to six days [24], indicative of its dependency on heavy computational resources. In medical imaging, AlexNet has demonstrated promising results in various applications, such as lung cancer detection [32], breast cancer histopathology [33], and skin cancer classification [34], primarily due to its capability to learn hierarchical features automatically. However, its extensive computational demands and limited model interpretability present challenges for deployment in IoT-based medical systems, where efficiency and transparency are essential for practical clinical adoption [35].
VGG16 Building on the success of AlexNet, VGG16 was introduced by Simonyan and Zisserman in 2014 [25], demonstrating that increasing the depth of neural networks can lead to better performance. VGG16 is composed of 13 convolutional layers and 3 fully connected layers, using consistent 3×3 convolutional filters that simplify the design while allowing the network to learn deeper and more complex features. On the ImageNet dataset, it achieved Top-1 and Top-5 accuracies of 70.5% and 90.0%, respectively. However, the increased depth also makes VGG16 more prone to overfitting, particularly when trained on small datasets.
These accuracy gains come with a significant computational cost: 138 million parameters, 528 MB of storage, and 15.5 GFLOPs per inference [36]. Despite these resource demands, VGG16 has shown strong performance in various medical diagnosis tasks, such as skin cancer classification [37], diabetic retinopathy detection [38], and histopathological image analysis [39], particularly when transfer learning techniques are applied. Nevertheless, its large memory and computational requirements make it less suitable for real-time IoT healthcare systems, which often rely on edge devices with limited power and processing capacity [40, 41].
GoogLeNet GoogLeNet, also known as Inception v1, was introduced by Szegedy et al. in 2014 [26] and marked a significant advancement in convolutional neural network architecture by emphasizing computational efficiency while maintaining high accuracy. The central innovation of the model lies in the Inception module, which processes input data through multiple parallel convolutional layers using kernel sizes of 1×1, 3×3, and 5×5, along with pooling operations. This design enables the network to extract features at multiple scales while controlling the computational complexity. Employing 1×1 convolutional layers for dimensionality reduction proved highly effective in decreasing both the parameter count and the overall computational complexity. With this architecture, Inception v1 achieved Top-1 and Top-5 accuracies of 72.5 percent and 90.8 percent on the ImageNet dataset, respectively. The model required 6.9 million parameters, occupied approximately 90 megabytes of storage, and performed inference at a cost of 1.6 GFLOPs [26]. Compared to earlier architectures such as AlexNet and VGG16, Inception v1 demonstrated substantially greater efficiency. In medical applications, GoogLeNet has been utilized for various tasks, including health monitoring [42], lung cancer detection [43], and liver lesion diagnosis [44]. Nevertheless, the model’s highly specialized design complicates its scalability and limits its ability to adapt automatically to new medical tasks without extensive manual reconfiguration [45].
ResNet-50 A major breakthrough in deep learning came with the introduction of Residual Networks (ResNets) by He et al. in 2015 [27]. The key innovation was the residual learning framework, which introduced shortcut connections that allow gradients to propagate directly across layers. This approach effectively addressed the vanishing gradient problem that had previously limited the training of very deep networks, making it feasible to train architectures with 50, 101, or even 152 layers. ResNet-50, for example, achieves Top-1 and Top-5 accuracies of 75.8 percent and 92.9 percent on the ImageNet dataset, respectively, while maintaining computational efficiency through its bottleneck design. The model contains 25.6 million parameters, requires 102 megabytes of storage, and performs approximately 3.8 GFLOPs per inference. Its bottleneck residual blocks utilize 1×1 convolutions to reduce and then expand feature dimensions, which helps optimize computational resources without sacrificing model depth.
In medical applications, ResNet-50 has demonstrated strong performance in tasks such as brain tumor detection [46], diabetic retinopathy and retinal imaging in ophthalmology [47], and detection and classification of Alzheimer’s disease [48]. However, despite its improvements in efficiency compared to earlier models such as VGG16, ResNet-50 still requires considerable computational resources, with 3.8 GFLOPs and a memory footprint of 102 megabytes, which present challenges for direct deployment on resource-limited IoT devices where real-time processing capabilities and energy efficiency are essential.
EfficientNet-B7 A significant milestone in deep learning efficiency was achieved with the introduction of the EfficientNet family by Tan and Le in 2019 [28]. Departing from traditional scaling methods, EfficientNet employs a compound scaling strategy that proportionally adjusts network depth, width, and input resolution, allowing it to deliver high accuracy with substantially fewer parameters and computational demands. The largest model in this family, EfficientNet-B7, attains state-of-the-art performance on the ImageNet dataset, reaching a Top-1 accuracy of 84.4% and a Top-5 accuracy of 97.3%. It contains approximately 66 million parameters, demands about 256 MB of storage, and executes nearly 37 GFLOPs per inference.
Beyond its success in general image recognition, EfficientNet-B7 has also been effectively applied to numerous medical imaging tasks, such as breast ultrasound classification [49] and diabetic retinopathy screening [50], all with strong diagnostic performance and relatively modest computational burden. Even with its greater efficiency compared to earlier generations of deep learning models, EfficientNet-B7’s otherwise relatively high computer and memory resource requirements, however, continue to make it difficult to deploy the same on resource-constrained edge devices. Vision Transformer (ViT-B/16) Dosovitskiy et al.’s presentation of Vision Transformers (ViT) in 2020 [29] was a major departure from the traditional CNN architectures toward self-attention models for image processing. In contrast to CNNs, ViT splits input images into fixed-size patches, typically 16×16 pixels, and then flattens them into token sequences, which are subsequently processed via transformer encoders particularly designed for natural language processing tasks [51]. The ViT-B/16 configuration achieves Top-1 and Top-5 accuracies of 77.9 percent and 93.5 percent on the ImageNet dataset, respectively, utilizing 86 million parameters, occupying 344 megabytes of storage, and requiring 17.5 GFLOPs per inference [29].
ViT-based architectures have shown significant promise across a range of medical imaging applications, such as the diagnosis of neurological disorders [52], breast cancer classification [52], and the detection of retinal diseases [53]. Despite these promising results, Vision Transformers exhibit several challenges when applied to IoT-based medical diagnostic systems. The quadratic computational complexity relative to image resolution imposes significant resource demands when processing high-resolution medical images. Moreover, the absence of inductive biases typically present in CNNs necessitates large annotated datasets for effective training, which are often scarce in the medical domain. In addition, ViTs may have difficulty capturing fine-grained local features that are critical for certain diagnostic applications, motivating the development of hybrid models that integrate CNN-based local feature extraction with transformer-based global context modeling [54].
Swin Transformer-Large A significant development in vision transformer architectures was introduced with the Swin Transformer family by Liu et al. in 2021 [30]. Unlike conventional convolutional neural networks, Swin Transformer employs a hierarchical design using shifted window-based self-attention mechanisms, enabling it to efficiently model both local and global representations while maintaining linear computational complexity relative to image size. The largest model in this family, Swin Transformer-Large (Swin-L), demonstrates state-of-the-art performance on the ImageNet dataset, achieving a Top-1 accuracy of 87.3% and a Top-5 accuracy of approximately 98.5%. It consists of approximately 197 million parameters, requires around 790 MB of storage, and performs roughly 64 GFLOPs per inference at 224×224 resolution; when evaluated at higher resolutions such as 384×384, the computational cost increases to approximately 103.9 GFLOPs .
In addition to its success on general vision benchmarks, Swin-L has been increasingly adopted in medical imaging tasks, including COVID-19 infection detection [55], breast cancer detection [56], and lung disease diagnosis [57]. Its ability to capture multi-scale contextual information and long-range dependencies makes it particularly well-suited for complex medical imaging applications. However, despite its outstanding accuracy, Swin-L’s substantial parameter count and high computational demands limit its feasibility for deployment on resource-constrained edge devices, restricting its use primarily to high-performance computing systems and server-based clinical environments.
4. LIGHTWEIGHT DEEP LEARNING APPROACHES FOR RESOURCE-CONSTRAINED IOT ENVIRONMENTS
Deep learning has undergone significant advancements, substantially contributing to the proliferation of artificial intelligence across a wide spectrum of practical domains. Nevertheless, the deployment of deep learning models, particularly CNNs, on resource constrained platforms remains a considerable challenge due to their intensive computational and memory requirements. To address these limitations, a range of optimization methodologies have been introduced to compress model size and improve computational efficiency. This section presents an analysis of prominent approaches, including pruning, quantization, knowledge distillation, and the design of inherently lightweight deep learning architectures. A detailed comparative assessment of these techniques is summarized in Table II.
TABLE II. Comparative analysis of lightweight deep learning techniques
	Technique
	Main principle
	Key benefits
	Main limitations

	Model pruning
	Removes redundant weights and neurons to create sparse networks
	Reduces model size and inference time; lowers memory and computational demands
	Irregular sparsity may not yield hardware acceleration; aggressive pruning risks accuracy loss

	Model quantization
	Converts high-precision parameters into lower-bit representations
	Reduces storage and accelerates inference, especially with hardware support
	Excessive quantization introduces rounding errors; accuracy degradation at very low bit widths

	Knowledge distillation
	Transfers knowledge from large teacher to small student via soft labels
	Preserves high accuracy in compact models; improves generalization
	Requires high-quality teacher; adds training complexity

	Lightweight architectures
	Designs efficient models from scratch using architectural innovations
	Achieves excellent tradeoffs between accuracy, size, and latency
	Complex manual design; may require significant expertise


4.1 Model Pruning
Pruning is a model compression technique applied to a neural network f (X,W), where X represents the input and Wdenotes the set of weights. The objective is to identify a reduced subset of weights W', setting the remaining weights in W to zero, while ensuring the model’s performance stays above a specified threshold. This results in a sparse network. The sparsity level can be quantified by the ratio of pruned weights to the total original weights, expressed as:
[image: ]
A higher sparsity value indicates fewer non-zero parameters remain in the pruned network [58]. As illustrated in Figure 1, pruning simplifies a neural network by removing unnecessary neurons and connections, thereby reducing model complexity without significantly impacting performance. Cheng et al.[59] present a comprehensive taxonomy of pruning methodologies. This taxonomy classifies pruning techniques along three principal dimensions: (1) the type of hardware acceleration, distinguishing between universal acceleration achievable through structured pruning and hardware-dependent acceleration associated with unstructured and semi-structured pruning; (2) the pruning schedule, which specifies whether pruning is performed before training, during training, or after model training; and (3) the pruning strategy, differentiating between criterion-based approaches (e.g., magnitude, sensitivity, or loss change metrics) and learning-based methods such as sparsity regularization, reinforcement learning, and meta-learning. This systematic categorization facilitates the selection of appropriate pruning strategies that balance model compression, training complexity, and deployment feasibility within resource-constrained healthcare environments.
[image: ]
Fig. 1. Pruning Technique. Adapted from Raza et al. [60].
Overall, pruning represents a cornerstone technique for enabling high-performance AI on edge devices for medical diagnosis within IoT ecosystems. By judiciously eliminating redundancy, pruning can reduce both the model size and computational complexity without sacrificing diagnostic accuracy.
4.2 Model Quantization
Model quantization represents a widely adopted compression technique that replaces the high-precision numerical representations found in deep neural networks (DNNs) with lower-precision approximations drawn from a discrete collection of values. This strategy dramatically reduces memory usage and computational overhead by transforming continuous floating-point numbers to fixed-point forms with lower bit widths. The ensuing efficiency gains make quantization particularly useful for implementing DNNs on resource-constrained platforms like edge devices and embedded systems [61]. This technique functions by lowering the precision of network parameters, most notably weights and activations. While traditional DNNs typically operate using 32-bit floating-point arithmetic, quantized models often employ 8-bit fixed-point representations, yielding considerable improvements in runtime efficiency. As a result, quantization offers two critical benefits: a reduced model footprint and accelerated inference, both of which contribute to low-latency and energy-efficient inference on constrained hardware [58]. Depending on the application, quantization can be applied globally across the entire model or selectively to specific components such as weights, activations, or intermediate tensors, as illustrated in Figure 2.
[image: ]
Fig. 2. Quantization technique. Adapted from [62]
Quantization can be formally defined by a piecewise constant function that maps a continuous input value r to a corresponding discrete quantization level q_i. This relationship is expressed as:
[image: ]
The precision of the quantization process is controlled by the step size, which determines the interval between successive quantization levels:
[image: ]
By replacing floating-point operations with fixed-point arithmetic, model quantization significantly reduces hardware resource consumption and decreases inference latency. These improvements are critical for enabling real-time, scalable, and cost-effective deployment of deep neural network (DNN)-based medical diagnostic systems [61].
4.3 Knowledge Distillation
Knowledge Distillation (KD) constitutes a powerful approach to model compression based on a teacher–student framework, where a light-weight neural network (student) is trained to simulate the behavior of a more accurate, larger model (teacher). This configuration enables the student model to achieve the predictive power of the teacher model with a greatly reduced computational cost. Rather than relying solely on hard class labels, the student model is guided by the soft output distributions (logits) produced by the teacher, which encapsulate richer information about inter-class relationships. This facilitates improved generalization in the student model while maintaining a significantly smaller architectural footprint. The distillation process typically involves first training the teacher model on the target task, after which the student is optimized to minimize the divergence between its own output distribution and that of the teacher. By emulating the predictive behavior of the teacher, the student network can maintain equivalent accuracy with a more compact parameter set and reduced computational overhead. In addition to enhancing inference efficiency, knowledge distillation is often used in conjunction with other compression techniques, such as quantization, to enable the practical deployment of deep neural networks on resource-constrained platforms [5, 61]. As shown in Figure 3, the distillation process guides the student model through informative signals derived from the teacher, focusing on knowledge transfer rather than direct parameter replication.
[image: ]
Fig. 3. Knowledge distillation. Adapted from [60].
4.4 Lightweight Deep Learning Models
This section reviews key lightweight deep learning models designed for resource-limited environments. It highlights several prominent models and their main features. 
SqueezeNet. SqueezeNet is a highly efficient lightweight deep learning model with high accuracy using very limited computational and memory resources. Composed of Fire Modules that shrink and then expand features using 1x1 and 3x3 convolutions, it attains AlexNet-level accuracy on ImageNet with a model size of less than 5MB—50 times smaller than AlexNet—and can be compressed to 0.5MB. Its design minimizes energy use and off-chip memory access, making it ideal for embedded and mobile applications. Variants like SqueezeDet and SqueezeDet+ demonstrate impressive performance, combining real-time inference with low power consumption. These characteristics make SqueezeNet a benchmark in edge AI, influencing ongoing research in efficient neural network design [63].
MobileNets. MobileNet is a family of lightweight CNNs for mobile and embedded vision, using depthwise separable convolutions to reduce computation by 8–9 times compared to standard convolutions. Versions V2 and V3 enhance efficiency with inverted residual bottlenecks and hardware-aware neural architecture search. MobileNetV2 achieves about 72% accuracy on ImageNet with 3.4 million parameters at 60 FPS on Pixel 2, while MobileNetV3-L reaches 75.2% accuracy with 5.4 million parameters at 50 FPS on Pixel 3, cutting latency by 20%. Compared to SqueezeNet, MobileNetV3-L offers similar speed and better energy efficiency. Innovations like Blueprint Separable Convolutions improve fine-grained task performance by up to 13.7%. Overall, MobileNet effectively balances accuracy, speed, and energy consumption for edge devices [64].
EfficientNet-B0 EfficientNet-B0 is the lightweight baseline model of the EfficientNet family, designed using neural architecture search to optimize both accuracy and computational efficiency [28]. It employs efficient Mobile Inverted Bottleneck Convolution (MBConv) blocks and Squeeze-and-Excitation modules to maintain a compact architecture while delivering strong performance.EfficientNet-B0 gets 76.3% Top-1 and 93.2% Top-5 accuracy on ImageNet, but with only 5.3 million parameters and requiring only 0.39 GFLOPs per inference. Because of its light architecture and low overhead, it is a great candidate for deployment on low-resource platforms, including mobile and edge computing nodes. Its balance between efficiency prediction can also make it extremely useful for transfer learning in domains such as medical image processing, where computational constraints are often a primary concern.
MnasNet. MnasNet is a lightweight neural architecture specifically designed for mobile platforms, leveraging automated Neural Architecture Search (NAS) to jointly optimize accuracy and real-world inference latencyThe approach leverages a factorized hierarchical search space to foster diverse architectures, ensuring that model complexity and computational overhead remain controlled. Formulated as a multi-objective optimization problem, MnasNet effectively balances latency and accuracy. On the ImageNet classification task, MnasNet-A1 achieves a Top-1 accuracy of 75.2% with a measured latency of 78 ms on a Pixel phone, outperforming both MobileNetV2 and NASNet. The larger variant, MnasNet-A3, further enhances performance, surpassing the accuracy of ResNet-50 while requiring fewer parameters and reduced computational cost [65].
5. LIGHTWEIGHT DEEP LEARNING FOR MEDICAL APPLICATIONS: CASE STUDIES
Numerous studies have proposed lightweight deep learning techniques to simplify the application of AI-driven medical diagnostics on edge and IoT devices by balancing computational complexity with diagnostic accuracy. This section summarizes some typical works for various medical applications, such as dermatology, cancer, hematology, dentistry, and musculoskeletal imaging. These studies demonstrate that optimization techniques like pruning, quantization, knowledge distillation, and lightweight architectures can be utilized to produce excellent diagnostic performance under strict resource constraints. The main technique, medical application, model size, and performance of these studies are reviewed side by side in Table III.
TABLE III. Comparison of lightweight DL techniques in IoT-based medical diagnosis
	Ref.
	Core Approach
	Medical Application
	Size (MB)
	Performance

	[66]
	Pruning
	Breast tomosynthesis
	82.4
	AUC: 0.90

	[67]
	Pruning
	Skin diseases
	12.5
	Acc: 83.5%

	[68]
	Pruning
	Brain tumor
	≈ 21
	Acc: +0.39

	[69]
	Pruning
	Pneumonia
	≈ 13.8
	Acc loss < 1

	[70]
	Pruning
	Arrhythmia
	≈ 4.4
	Acc: 99.24

	[71]
	Quantization
	White Blood Cell
	Reduced by 44.86% versus float32
	Acc: 98.44%

	[72]
	Quantization
	Breast tumor
	15.6
	Acc: 88.0%

	[73]
	Quantization
	3D liver/ brain tumor
	BRATS2020: 0.43
LiTS: 6.1
	BRATS2020: DSC: 0.8439 
LiTS: DSC: 0.7807

	[72]
	Quantization
	breast tumor
	75% reduction
	ACC: 86.5%

	[74]
	Quantization
	Skin disease
	Power-of-2 weight quantization
	F1-Score: 0.850

	[5]
	Knowledge distillation
	COVID-19
	0.25
	ACC: 98.93

	[75]
	Knowledge distillation
	Dental X-ray
	7.5
	Dice: 0.890

	[76]
	Knowledge distillation
	Brain tumor
	232.7
	ACC: 97.48

	[76]
	Knowledge distillation
	Eye Disease
	232.7
	ACC: 93.51

	[76]
	Knowledge distillation
	Alzheimer’s Disease
	232.7
	ACC: 99.46

	[77]
	MobileNetv2
	COVID-19
	14
	Acc: 99.6

	[78]
	EfficientNet-B3
	Leukemia
	43.1
	Acc:99.31

	[79]
	Multi-scale SqueezeNet
	COVID-19
	≈ 4
	ACC: 92.11

	[80]
	Lightweight DenseNet121
	Bone fracture
	59.12
	ACC:90.3


5.1 Lightweight Medical Diagnosis via Pruning
Pruning techniques have demonstrated significant potential in addressing the computational challenges inherent in enabling the use of deep learning models for medical diagnostic applications within resource-constrained environments. Samala et al. [66] introduced an evolutionary pruning framework for breast cancer diagnosis using digital breast tomosynthesis (DBT). By leveraging genetic algorithms, their method achieved a 95% reduction in convolutional FLOPs, a 34% reduction in total parameters, and a 99.6% decrease in convolutional connections, all while maintaining diagnostic performance on 94 independent DBT cases. This framework exemplifies how pruning can enable the efficient deployment of deep learning models within clinical DBT workflows operating under limited hardware resources. Similarly, Xiang et al. [67] applied pruning to optimize lightweight deep learning models for skin disease classification, demonstrating that pruned versions of MnasNet and MobileNetV2 achieved diagnostic accuracies of 83.5% and 80.6%, respectively, while reducing memory footprints to as low as 12.5 MB and 11.9 MB. This considerable reduction in model size facilitates the practical implementation of AI-based skin diagnostics in clinical environments with restricted computational capacity. In the domain of brain tumor classification, Zebregs et al.[68] demonstrated the combined effectiveness of weight and filter pruning to optimize convolutional neural networks for IoT-based medical diagnosis. Weight pruning reduced the model size by up to 57.5% (from 49.4 MB to approximately 21 MB), while slightly improving classification accuracy by 0.39% at 70% sparsity. Concurrently, filter pruning decreased computational complexity by up to 76.44% in FLOPs, with an additional accuracy gain of 2.74% observed in certain configurations. These findings underscore the potential of pruning techniques to enable real-time, energy-efficient brain tumor diagnosis on edge devices constrained by computational and power limitations. Furthermore, Yang et al.[69] proposed CPGResNet50, a lightweight deep learning model developed to optimize pneumonia diagnosis while substantially reducing computational requirements for deployment on clinical edge hardware. Their approach integrates a custom channel pruning method combined with optimized convolution operations to remove redundant parameters and simplify network structure without compromising accuracy. Specifically, the pruning strategy achieved an 85% reduction in parameters (from 23.7M to 3.455M) and a corresponding reduction in FLOPs (from 4.12G to 523.09M), while maintaining diagnostic accuracy within 1% of the original ResNet50. This substantial compression, combined with training stability, demonstrates the feasibility of deploying high-precision pneumonia classifiers on resource constrained IoT and medical edge platforms. In the domain of portable cardiac monitoring, Liu et al.[70] proposed a lightweight neural network approach for real-time arrhythmia classification based on 12-lead electrocardiograms (ECGs), specifically designed for wearable and portable healthcare devices.The proposed approach integrates the selection of benchmark networks, pruning techniques, and learning rate decay-based fine-tuning to effectively lower model complexity without compromising diagnostic performance. Through the application of pruning, model size was decreased by 51.26%, reaching a final size of about 4.4 MB, with parameters and FLOPs decreased by 47.6% and 49.1%, respectively. Despite this substantial compression, the model performed 94.8% accuracy on clinical ECG data, 92.4% on a hold-out test set, and 99.24% on the MIT-BIH arrhythmia database. These are indications of the model’s capability to enable real-time arrhythmia detection on resource-constrained IoT and wearables, allowing effective and accurate cardiac monitoring in clinical settings.
5.2 Lightweight Medical Diagnosis via Quantization
The application of deep learning models within medical diagnostic systems, where model simplicity, computational speed, and performance fairness are crucial, has been made possible in large part by quantization. A mobile lensless microfluidic imaging system containing an integer-based quantized CNN accelerator employing FPGA for White Blood Cell (WBC) segmentation and classification was proposed by Liao et al [71] for blood analysis. Their approach achieved a classification accuracy of 98.44%, with only a 0.56% reduction compared to its 32-bit floating-point counterpart, while reducing hardware area by approximately 45%. This design enabled real-time, edge-based diagnostics, demonstrating the potential of hardware-aware quantization for portable medical applications. In breast tumor detection, Garifulla et al. [72] applied post-training quantization to models such as GoogLeNet and VGG16, significantly reducing model sizes to 15.6 MB and 18.6 MB, respectively, while maintaining high diagnostic accuracy (88.0% and 87.0%). Their evaluation of ResNet34 yielded 77.0% accuracy with a compact 21.5 MB model, highlighting the feasibility of deploying quantized models on mobile and embedded medical devices without substantial performance degradation. Building upon prior advancements in quantization for medical image segmentation, Zhang and Chung [73] introduced the MedQ framework, which employs a ternary quantization approach to achieve substantial model compression while preserving accuracy comparable to full-precision models. The framework attains 12.6× compression on the BRATS2020 dataset by reducing the model size from 5.9 MB to 0.43 MB, and 15.5× compression on the LiTS dataset, decreasing the model size from 94.8 MB to 6.1 MB. Despite this significant reduction, MedQ maintains lossless segmentation performance, achieving Dice Similarity Coefficients of 0.8439 on BRATS2020 and 0.7807 on LiTS, closely matching the full-precision baselines. The approach integrates 2-bit quantization with adaptive clipping, radical residual connections, and a tanh-based gradient approximation to mitigate quantization-induced errors. Its hardware-friendly design, based on symmetric power-of-two quantization, enables efficient and scalable deployment of real-time medical diagnostics under limited resource conditions. Garifulla et al. [72] investigated the application of quantization techniques for breast tumor classification using ultrasound images. By employing full-integer (INT8) quantization on models such as VGG16, they achieved a 75% reduction in model size (from 74.1 MB to 18.6 MB) with only a 0.5% drop in accuracy (FP32: 87%, INT8: 86.5%). Moreover, deployment on a mobile NPU resulted in a 33× speedup in inference time compared to CPU execution. These findings underscore the effectiveness of full-integer quantization in enabling efficient, accurate, and portable diagnostic systems on edge devices. To address disparities in clinical AI systems, Guo et al. [74] proposed a fairness-aware weight quantization technique for dermatological disease diagnosis. Their method achieved a 25.5% reduction in skin tone bias on the Fitzpatrick-17k dataset and a 56.8% reduction in gender bias on ISIC 2019 (measured via EOpp1), while attaining a high F1-score of 0.850—representing a 15.6% improvement over the baseline—and the highest precision (0.857) among competing fairness-aware models. Additionally, their use of 8-bit power-of-two quantization offered implicit model compression, supporting equitable, low-resource diagnostic applications without compromising clinical utility.
5.3 Lightweight Medical Diagnosis via Knowledge Distillation
Advancing the integration of lightweight AI into medical diagnostics, Lin et al. [75] introduced KCNet, a compact deep learning model developed through knowledge distillation. Designed specifically for the segmentation of dental structures in panoramic X-ray images, KCNet demonstrates strong segmentation performance with a Dice score of 0.890 and an Intersection over Union (IoU) of 0.804. Remarkably, it achieves this using only 0.33 million parameters and 0.8 GFLOPs, making it highly efficient and well-suited for deployment on resource-constrained edge devices in dental imaging applications. In a related effort, Alabbasy et al. [5] proposed a KD-based framework tailored for the detection of COVID-19 from chest X-ray images. Their approach effectively distilled knowledge from a high-accuracy teacher model (99.84%, 1.33 MB) into a lightweight student model (98.93%, 0.25 MB), yielding an 82.5% reduction in model size and a 6.14× speedup in inference time with minimal performance degradation. When compared to other compression strategies such as pruning and quantization, their KD approach provided superior results in both efficiency and diagnostic accuracy, highlighting its practicality for edge- and fog-based healthcare systems. Complementing these advancements, Jiang et al. [76] presented a knowledge distillation framework that emphasizes both computational efficiency and model interpretability. Their method transfers knowledge from a DenseNet121 teacher to a simplified 5-layer CNN student model, resulting in a 50% reduction in FLOPs while maintaining high classification accuracy. Uniquely, the proposed framework allows for immediate, layer-wise interpretation of the model’s decision making, going beyond traditional post-hoc tools like Grad-CAM and SHAP to offer clinicians a clearer insight into Ai generated outcomes. Validated across diverse medical imaging tasks, including brain tumor classification (97.48%), retinal disease diagnosis (93.51%), and Alzheimer’s disease staging (99.46%), the student model achieved near-parity with the teacher in performance. Furthermore, explanation latency was significantly reduced—up to 80%—facilitating real-time interpretability in clinical workflows. Collectively, this work underscores the potential of distillation-based methods for enabling interpretable, real-time diagnostic support on lightweight platforms.
5.4 Lightweight Medical Diagnosis via Lightweight Deep Learning Models
The practical value of lightweight artificial intelligence in medical applications is further demonstrated by Ukwandu et al. [77], who evaluated MobileNet V2 for COVID-19 diagnosis. The proposed model attained a notable accuracy of 99.6% on a binary classification task distinguishing COVID-19 from normal lung images, while maintaining a compact footprint of approximately 3.5 million parameters and 14 MB of memory usage. The VGG16 model, consuming more memory at 528 MB and having 138 million parameters, is in contrast to this one. This paper highlights how small-sized architectures like MobileNet V2 can provide real-time diagnosis accuracy in mobile healthcare settings and are thus suitable for deployment in resource-limited environments. In a step towards providing lightweight medical imaging solutions, Batool et al. [78] proposed a depthwise separable convolution-enhanced EfficientNet-B3 network designed to distinguish between acute lymphoblastic leukemia (ALL) and normal white blood cells. Leveraging the efficiency of depthwise separable convolutions, the network substantially decreases parameter count and memory usage while preserving high diagnostic performance, attaining an accuracy of 99.31%. Evaluated on two publicly available datasets, the model demonstrated outstanding generalization performance on binary and multi-class classification tasks. Comparison with state-of-the-art deep learning classifiers confirmed its superior accuracy and computational efficiency, demonstrating its readiness for clinical translation in hematological diagnosis. Focusing on COVID-19 detection in lightweight frameworks, Joshi et al. [79] introduced LiMS-Net, a light-weight multiscale convolutional neural network whose objective is to resolve overfitting caused by the limited size of the training dataset and the high computational cost of standard CNNs. LiMS-Net depends on parallel convolutional filters of diverse sizes in two feature learning blocks to capture multi-scale discriminative features. This architecture keeps the model with only 2.53 million parameters, substantially reducing memory and computation expenses over larger pretrained models. Evaluated on publicly accessible COVID-19 CT scan databases, LiMS-Net scored 92.11% accuracy and F1-score of 92.59%, outperforming numerous state-of-the-art methods. These findings place the focus on LiMS-Net as a low-resource yet successful application for use in real-time clinical settings with limited data and hardware. Abdusalomov et al. [80] presented a model for identifying sports-induced bone fractures that combines a DenseNet121 model with the Canny edge detector to enhance the effectiveness of AI-assisted medical applications diagnostics. According to reports, the model’s computational efficiency was14.78 million parameters and 0.54 GFLOPs, the approach achieves an accuracy rate of 90.3%, marking a new benchmark.%. Without changing the computation overhead, adding the Canny edge detector increased the model’s sensitivity to minute fractures. The framework’s high efficiency and accuracy render it well suited for real-time applications in sports medicine, where timely and precise fracture diagnosis is essential.
6. LIGHTWEIGHT DL FRAMEWORKS
Successful application of light-weight deep models to resource-constrained devices is just as much a matter of model design as of the software frameworks that enable efficient operation. These frameworks provide the ability to convert, optimize, and run models on diverse hardware architectures, ranging from low-power microcontrollers to advanced mobile devices. They are essential to translating theoretical model compression gains into real-world latency and power advantages. Below, we describe some prominent frameworks for edge and mobile deployment.
Tensorflow Lite TensorFlow, created by Google, is a free and open-source library for handling dataflow and differentiable programming. It’s a go-to framework for machine learning, especially for training and running neural networks [81, 82]. TensorFlow Lite, introduced in 2017, provides a minimalistic version of TensorFlow designed for deploying pre-trained machine learning models on mobile, embedded, and IoT devices. It focuses on efficient on-device inference with minimal delay and a compact footprint. After training a model, developers convert it into a TensorFlow Lite FlatBuffer file (.lite) and deploy it using the TensorFlow Lite Interpreter. The framework supports multiple platforms, including iOS, Android, Linux-based systems (like Raspberry Pi and Arm64 boards), and even microcontrollers. For development, TensorFlow Lite offers APIs in both Java and C++ [6].
Pytorch Mobile PyTorch, Facebook AI Research’s (FAIR) open-source deep learning library, evolved from Torch to become a go-to tool for GPU-powered ML research. Unlike NumPy, it unlocks high-performance computing for training neural networks. Since 2019 (PyTorch 1.3), PyTorch Mobile has allowed developers to run models on smartphones—just convert trained models to .pt files and use PyTorch’s Android or C++ APIs to build AI-powered mobile apps [83]. 
ONNX (Open Neural Network Exchange) ONNX, a collaborative project by Microsoft, Meta, Huawei, IBM, AMD, ARM, Intel, and Qualcomm, enables seamless model interoperability across frameworks like TensorFlow, PyTorch, and MXNet. By standardizing neural network representation, it simplifies deployment across diverse environments—from edge devices to cloud platforms and AI accelerators. ONNX also offers tools for model conversion, optimization, and inference, ensuring performance and accuracy across platforms. Its emphasis on interoperability and community-driven development makes it a cornerstone of modern AI workflows, allowing developers to choose the best tools without compatibility constraints [84, 85].
7. RESULTS AND DISCUSSION SECTION
The systematic evaluation of deep learning architectures for medical diagnostics reveals a critical trade-off between model performance and computational resource requirements, as summarized in Table I. Traditional, high-capacity models such as AlexNet [24], VGG16 [25], and more recent transformer-based architectures like ViT-B/16 [29] and Swin-L [30], achieve high accuracy on benchmark datasets but are characterized by substantial parameter counts (e.g., 61M for AlexNet, 197M for Swin-L), large model footprints (e.g., 238 MB for AlexNet, 790 MB for Swin-L), and high computational demands measured in FLOPs (e.g., 15.5 GFLOPs for VGG16, up to 103.9 GFLOPs for Swin-L at higher resolutions). These characteristics render them unsuitable for direct deployment on resource-constrained IoT medical devices, which typically have limited processing power, memory, and energy budgets. For instance, while AlexNet’s introduction of ReLU [24] was a significant advancement for training deep networks, its 61 million parameters and 238 MB size present considerable challenges for on-device inference in a wearable ECG monitor [35]. Similarly, the hierarchical design of Swin-L, while effective for capturing long-range dependencies in complex medical images like chest X-rays for COVID-19 detection [55], its computational complexity makes it more appropriate for server-side analysis within a clinical setting rather than on a portable ultrasound device. To address these deployment challenges, this survey has analyzed four primary lightweight deep learning strategies: model pruning, quantization, knowledge distillation, and the design of inherently lightweight architectures. The core principles, benefits, and limitations of each technique are synthesized in Table II.  Model pruning aims to create sparse networks by removing redundant weights or neurons, as illustrated in Figure 1. The effectiveness of pruning can be quantified by the sparsity level, s, defined earlier (Equation 1). A higher s value indicates a greater degree of compression. For example, in the study by Samala et al. [66] on breast tomosynthesis, an evolutionary pruning framework achieved a significant reduction in computational FLOPs (95%) and parameters (34%) while maintaining diagnostic performance (AUC: 0.90), demonstrating the practical utility of this approach. However, as noted in Table II, unstructured pruning can lead to irregular sparsity patterns that may not map efficiently to standard hardware, potentially limiting the realized speedups despite a reduction in theoretical operations. Model quantization addresses resource constraints by reducing the numerical precision of the model’s weights and activations, as conceptually shown in Figure 2. This process involves mapping continuous values to discrete quantization levels, as defined earlier (Equation 2). By converting, for example, 32-bit floating-point parameters to 8-bit integers, quantization can drastically reduce model size and memory bandwidth requirements, and accelerate inference on hardware that supports low-precision arithmetic. The work by Liao et al. [71] on white blood cell classification demonstrated that an integer-based quantized CNN on an FPGA could achieve 98.44% accuracy, comparable to its floating-point counterpart, while significantly reducing hardware area. This highlights the synergy between algorithmic quantization and hardwareaware design. However, aggressive quantization to very low bit-widths can introduce substantial rounding errors, leading to a degradation in model accuracy, as indicated in Table II. The MedQ framework [73], employing ternary quantization, aimed to mitigate this by integrating adaptive clipping and specialized gradient approximations to maintain segmentation performance (e.g., DSC of 0.8439 on BRATS2020) despite significant model compression (12.6×). Knowledge distillation (KD) involves training a compact "student" model to mimic the behavior of a larger, more accurate "teacher" model, as illustrated in Figure 3. The student model learns not only from the hard labels (ground truth) but also from the "soft labels" (output probabilities or logits) of the teacher model, which provide richer information about inter-class relationships and the teacher’s confidence. This process allows the student to achieve performance levels closer to the teacher, often exceeding what it could achieve if trained solely on the hard labels. For instance, Alabbasy et al. [5] distilled a large COVID-19 detection model (99.84% accuracy, 1.33 MB) into a lightweight student model (98.93% accuracy, 0.25 MB), achieving an 82.5% reduction in model size and a 6.14× speedup. This demonstrates KD’s effectiveness in creating highly efficient models suitable for edge deployment. The primary trade-off, as noted in Table II, is the requirement for a well-trained, high-quality teacher model and the additional complexity involved in the distillation training process. Jiang et al. [76] further explored KD to not only compress models but also enhance interpretability, showing that a simplified 5-layer CNN student could achieve near-teacher performance (e.g., 97.48% accuracy for brain tumor classification) while offering layer-wise interpretability crucial for clinical trust. Finally, the design of inherently lightweight architectures offers another path to efficiency. Models like SqueezeNet [63], MobileNets [64], EfficientNet-B0 [28], and MnasNet [65] are engineered from the outset to minimize parameters and computational cost. For example, MobileNets utilize depthwise separable convolutions, which factorize a standard convolution into a depthwise convolution and a pointwise convolution, drastically reducing computations. EfficientNet-B0 employs a compound scaling method and MBConv blocks to achieve a strong accuracy-computation trade-off (76.3% Top-1 accuracy on ImageNet with only 5.3M parameters and 0.39 GFLOPs). These models often serve as excellent baselines or backbones for further compression or as student models in KD. The case studies in Table III, such as Ukwandu et al. [77] using MobileNetV2 for COVID-19 diagnosis (99.6% accuracy, 14 MB model size), underscore their direct applicability. The main challenge with these architectures, as indicated in Table II, can be the complexity of their manual design or the computational cost of automated Neural Architecture Search (NAS) methods used to discover them. The findings from the case studies summarized in Table III collectively demonstrate that these lightweight techniques are not merely theoretical constructs but have practical applicability across a wide spectrum of medical domains, including oncology (e.g., breast tomosynthesis [66], breast tumor detection [72]), dermatology (e.g., skin disease classification [67, 74]), pulmonology (e.g., pneumonia diagnosis [69]), cardiology (e.g., arrhythmia detection [70]), hematology (e.g., leukemia classification [78]), dentistry (e.g., dental X-ray segmentation [75]), and neurology (e.g., brain tumor classification [68, 76], Alzheimer’s disease staging [76]). The ability to achieve high diagnostic accuracy (often comparable to larger models) with significantly reduced model sizes (e.g., down to 0.25 MB [5] or 4.4 MB [70]) is a critical enabler for on-device AI in healthcare. This allows for real-time feedback, reduced latency, and enhanced privacy by keeping sensitive patient data on the device or at the edge, rather than transmitting it to the cloud. The success of these approaches often hinges on a careful combination of techniques (e.g., pruning a lightweight architecture like MobileNetV2 [67] or quantizing a knowledge-distilled model) and tailoring them to the specific constraints and requirements of the target medical application and hardware platform. The development of deployment frameworks like TensorFlow Lite, PyTorch Mobile, and ONNX Runtime further streamlines this process by providing optimized toolchains for converting and executing these compressed models on a variety of edge devices.
8. OPEN CHALLENGES AND FUTURE DIRECTIONS
With the rapid integration of DL into IoT-based medical diagnosis, ensuring efficient, accurate, and resource-aware deployment remains a significant challenge. This section outlines key future research directions to address current limitations and enhance real-world applicability.
Energy-Aware and Hardware-Aware Pruning Although many pruning techniques reduce FLOPs and memory footprint, their actual impact on energy consumption is often insufficiently addressed. Therefore, future work should focus on energy-aware pruning that explicitly minimizes power consumption, which is crucial for IoT-based medical devices that operate under stringent energy constraints. Additionally, the development of hardware-friendly pruning algorithms that directly target deployment on edge accelerators such as FPGAs and ASICs is an emerging trend.
Low Bit-width Quantizationin Deeper Networks Quantizing deep neural networks to sub-4-bit precision remains a significant challenge, particularly for architectures with greater depth. Future research should prioritize the development of effective strategies for quantizing both weights and activations at extremely low bit-widths, such as binary or ternary levels, without compromising model accuracy or stability.
Teacher–Student Compatibility in Knowledge Distillation The absence of general guidelines for successfully matching instructor and student models is one of the biggest problems with knowledge distillation. The efficiency of the distillation has a significant impact on how congruent the two structures and capacities are. Incongruent architectures can make it more difficult to impart valuable knowledge, which mainly leads to worse performance, particularly in environments with limited resources. To make distillation pipelines more effective, reliable, and scalable, further work must be done to define capacity-aware model selection criteria, create adaptive transfer schemes, and derive automatic matching schemes.
Lightweight Privacy-Preserving Techniques Future research needs to address minimizing privacy problems in deep learning with emphasis on safeguarding model parameters and training. Despite the extensive computational resources provided by cloud platforms such as Google Cloud, Microsoft Azure, and Amazon SageMaker offer scalable deep learning services, effective deployment of privacy-preserving mechanisms has remained minimal. Previous work has proposed numerous methods to protect sensitive information; however, there are strong challenges. One major challenge is the tremendous computational burden that these privacy-preserving techniques entail, mainly attributed to the non-linear computations characteristic of deep learning models. The implication is that this can seriously hamper system efficiency as well as the practicability of real-world deployment. To mitigate these issues, future research needs to be focused on the design of light, privacy-aware deep learning models that are highly secure yet do not involve much computational complexity, hence suitable for real-world applications.
Memory Access Optimization In IoT-enabled medical devices, where off-chip memory operations use a lot more power than on-chip computations, lowering memory access overhead is essential to enabling energy-efficient deep learning. While newer methods like in-sensor computing and Processing-in-Memory (PIM) provide some partial answers, their efficacy is constrained by design limitations and hardware scalability. Future studies should investigate memory hierarchies and adaptive dataflow architectures that are tailored for sparsity and the unique properties of medical data in order to overcome these difficulties. Additionally, co-designing in-sensor neural networks and integrating non-volatile memory technology can significantly reduce energy consumption without compromising diagnostic accuracy, thus ensuring timely inference on medical edge devices with limited resources.
Automated Cross-Stack Optimization To elevate the performance of mobile deep learning technologies in intelligent healthcare applications, future research should explore automated cross-stack optimization techniques. While current approaches focus on optimizing individual layers—such as algorithms, hardware, or software—combining these optimizations holistically can yield better results. However, manually tuning across multiple layers is complex and time-consuming due to the variety of tools, frameworks, and hardware platforms. Developing intelligent compilers and optimization frameworks that can automatically identify and apply the best combination of techniques will simplify deployment and improve efficiency on resource-constrained medical devices.
9. CONCLUSION
This survey has systematically analyzed lightweight deep learning techniques for IoT-based medical diagnosis, examining four core approaches—model pruning, quantization, knowledge distillation, and lightweight architectures. Our analysis reveals that no single strategy universally dominates; optimal approaches depend on specific medical applications, data characteristics, and hardware constraints. Each technique presents distinct trade-offs: pruning offers parameter reduction but may lack hardware alignment; quantization provides memory savings but risks accuracy loss; distillation preserves performance but increases training complexity; while lightweight architectures offer efficiency but require significant design effort. Case studies across dermatology, oncology, pulmonology, and cardiology demonstrate the practical viability of these techniques, with successful implementations typically combining multiple optimization strategies. Deployment frameworks such as TensorFlow Lite and PyTorch Mobile play crucial roles in translating optimized models into production-ready IoT applications. Key research challenges remain: improving energy efficiency for battery-powered devices, developing privacy-preserving models, and establishing standardized benchmarks for medical edge AI. Future directions include exploring neuromorphic computing, co-designing algorithms with hardware, and integrating explainable AI techniques to build clinical trust.  The field stands at a critical juncture where interdisciplinary collaboration between AI researchers, medical practitioners, and hardware engineers is essential to realize the full potential of robust, trustworthy, and clinically viable AI systems at the edge, ultimately enabling ubiquitous intelligent diagnostic capabilities that improve healthcare outcomes globally.
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